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SPECTRE & MELTDOWN 

The Spectre & Meltdown process vulnerabilities have opened the door to a new type of memory 

vulnerability. Computer processor development has always been a balancing act, trying to get the highest 

performance while not causing unnecessary risk vectors (within reason). Akin to the information security 

“CIA” triangle, balancing data Confidentiality, Integrity and Availability, processor architecture development 

has had to balance performance and data isolation, amongst many other things. Ensuring Data cannot be 

leaked between processes is paramount. Spectre and Meltdown take advantage of specific compromises 

instituted in hardware generations long past.  In this paper I aim to take the technical writeups by two of 

the original research discovery teams and boil them down, peppered with some newer information on 

how, and what, we can do going forward. 
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MEMORY 

Memory is constantly battling to keep up with processor performance increases. In an effort to minimize 

CPU downtime developers first put small amounts of very fast memory as close to the CPU as possible, 

currently up to 3 layers deep. This tactic not only facilitated less need for the CPU to ask for information 

on the RAM (temporary memory) but also decreased traffic on the chipset data bus, allowing for other 

efficiencies to be achieved. This only went so far though; the fast memory is expensive and so is used 

sparingly and it is now shared between cores and logical processors, putting high demand on its 

performance. This means that the CPU must still call out quite frequently to external memory to get 

information necessary to complete a task. To increase efficient use of processor time even further 

designers developed a set of principles that allow for the processor to keep going while waiting for 

information to be delivered to complete a task. Meltdown and Spectre take advantage of some of these 

performance improvement methodologies, specifically speculative processing and out-of-order 

execution. Meltdown leverages out-of-order execution (Lipp, et al., 2018) and Spectre utilizes speculative 

processing (Kocher, et al., 2018). 

MELTDOWN 

Meltdown is possibly the most impactful of the two vulnerabilities. Out-of-order processing is an integral 

performance method that has been an integral performance method for Intel for years, in a vulnerable 

state since about 2010 (Lipp, et al., 2018). Out-of-Order processing allows the processor to continue to 

work while waiting for more information on the previous process. Without this method a processor would 

have a long wait, in CPU time, while data is retrieved from memory to complete the task, instead it can 

put the process aside in cache and work another process in the meantime – often a process that may not 

have been completely validated yet and so might not have proper rights or permissions to be in the CPU 

memory in the first place. The design was that if the CPU finds out that the process wasn’t supposed to 

be there, it would just not pass that information up to the OS, but the information isn’t necessarily 

deleted from the cache. 

The way Meltdown leverages the cache deletion bypass in the event of unwarranted processes is that it 

puts known information in the cache, using the out-of-order processing principle, then utilizes a 

command that forces the processor to reload its cache, with the ability to reference specific memory 

addresses (not necessarily the whole at once). Meltdown then makes some inferences based on the 

loading of the processor and the time signatures to tell if that memory address had, in binary, a “1” or “0”. 

Given known information it can read all of the data in the processor cache, typically the highest shared 

level of memory to maximize impact on the processor, at up to 503KB/s (Lipp, et al., 2018).  
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This process of information acquisition in Spectre and Meltdown is  known as side-channeling in that it 

doesn’t use a traditional communication path. Instead, these vulnerabilities use readily available 

information provided by the CPU and chipset to make inferences on what the memory value is 

(information such as processor clock, access time and CPU load). Meltdown is agnostic to the Operating 

System and is purely dependent on the processor architecture allowing the attack, according to Lipp, et 

al. the main processor types that were compromised include: Sandy Bridge, Ivy Bridge, Haswell, Skylake 

and Broadwell, including Xeon variants. The highest target for Meltdown would be hosted resources, 

virtual machines and other instances where data from multiple resources might be utilizing the same 

processor cache. Researchers have shown proof of concept evidence of retrieving HTML headers, web 

browser password stores, and have even recreated entire photographs, all from across virtual machines 

in addition to on the same system (Lipp, et al., 2018). Spectre on the other hand requires some knowledge 

of the users’ system and so isn’t as easy to implement. 

SPECTRE 

Spectre is a different beast of a similar type. Spectre utilizes speculative processing to gain access to 

information it shouldn’t have. Speculative processing is another tool to decrease processor idle time and 

increase efficiency, while waiting for more information to compute an outcome. During typical operation 

a process needs more information at curtain points to be able to accurately commit an outcome. The 

issue arises in that the memory is often slow to retrieve the necessary data. The solution that was 

implemented was that the processor would request the information, set a checkpoint where it is at that 

point, and then start working one or both “branches” of the equation, the true and the false, or “1” and 

“0.” It would work to a certain point waiting for the data, when that information is offered up the 

processor would go back to the bookmark and then choose which branch to then continue down. If the 

processor guessed correctly, huge performance gains could be achieved, if incorrect they were no worse 

off than doing nothing at all. 

Spectre works by tricking the processor into speculating in a controlled manner. By controlling the 

speculative processing, it is able to extract (or “leak”) information from within the memory address space 

(Kocher, et al., 2018). To take advantage of the branch processing Spectre needs to first find a set of 

instructions being run by the processor, a program that it can piggyback on essentially. Once it has a set 

of instructions it analyzes and manipulates the code to find areas where shared processes or libraries 

reside. It then utilizes specific code to take advantage of those areas by speculative processing. Once the 

CPU (processor) executes those speculations the result is stored in cache that is available for the program 

to extract via this erroneous execution and a command for the processor to reload the data in cache, in a 

side-channel. 

Spectre then is similar, but different from Meltdown as in it has good knowledge of the data being 

extracted. Meltdown utilizes a specific flaw in Intel processors concerning escalation of data privilege, or 

the lack of verifying privilege when working an out-of-order process and relies on observed variables to 

infer memory space values. Spectre on the other hand is not CPU specific, it exists on all modern 

architectures and cannot be mitigated by KAISER (Kernel Address Isolation to have Side-Channels 

efficiently Removed) which is the currently preferred Meltdown mitigation technique (Kocher, et al., 

2018). This is because it takes advantage of both branch processing and shared libraries that are being 

utilized by an application that by all intents and purposes has legitimate access to the memory space. 
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This is also why it requires more setup and is applicable to most modern architectures.. Researchers have 

proven the flaw in AMD, Intel and ARM architectures, including those used for mobile devices (Kocher, 

et al., 2018). 

MITIGATION 

Patching and mitigating to secure systems from these vulnerabilities is difficult. It is difficult in that it 

goes down to the micro-architecture of our computer systems. There is even added complexity in that 

even though different motherboard manufacturers may use standard CPUs, they don’t have standard 

chipset designs, the way the CPU communicates with the various levels of memory causes issues in how 

to isolate those sections of memory and its interaction with the rest of the hardware.  

Intel and Microsoft have already realized these complications and had to pull back patches because they 

were causing process hang errors (Blue Screen of Death). As mentioned above, KAISER has been offered 

up as the main mitigation for Meltdown currently. KAISER, also known as KPTI (Kernel Page-Table 

Isolation), seeks to provide a hard separation between user space memory and kernel memory. This is 

only applicable to Meltdown because Meltdown utilizes out-of-order processing to access, and 

determine, what the kernel memory space value is. In general, though, only low-level memory (processor 

based cache memory) separation would provide a fix for this offering complete isolation of Kernel and 

User memory spaces. 

For Spectre, because it hides inside a privileged application and is more surgical in its nature, it has access 

to the memory that the program is already using, or would be able to use in an erroneous “branch 

process.” For Spectre, the mitigation technique involves minimizing or constraining where speculative 

processing can go. If a branch is leading to sensitive data, halt it there and wait for the required 

information to make sure it is the correct path for instance (Kocher, et al., 2018). This is akin to your web 

browser thinking you were going to your bank’s website before you clicked on the link or entering the 

URL, because you visit often, and entering your credentials for you. Even though there is a good chance 

that you won’t go there this time, but you opened your browser and left it idle for 15 seconds. We all 

understand, it would be okay for your browser to pre-load the home page of a website we visit often, but 

entering stored credentials would be insanity. This is how it seems Spectre gains access to privileged 

information and how to curtail it. 

WAITING FOR FIXES 

We will have to wait and hope for the device manufactures and OS vendors to work together to cobble 

together a working solution to Spectre and Metldown, which may or may not have a serious impact on 

the performance of our systems, especially those that share processors in a hosted situation. While we’re 

waiting for fixes, we should keep in mind the security of our systems has always been an important goal, 

but these vulnerabilities have brought intense focus to the situation. The following are some 

recommendations. 

1. Both vulnerabilities seem to need access to execute code or to low level functions. Keeping good 

tabs on what processes you have running on your servers and separating those that have critical 

information from those that are inherently more vulnerable is critical. 
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2. For at least a while we probably shouldn’t have our RADIUS server or Domain Controller with all 

user credentials hosted on the same box as our web server, even if they are VMs. If you can’t 

separate the boxes, separate CPUs if possible. 

3. Know the architecture of your system and look to see if you can minimize CPU CACHE sharing, 

up to the highest level (Often L3 Cache).  

4. We should make sure to disable Java and Flash on our critical systems, or whitelist the necessary 

applications that require use of them.  

5. And if nothing else, make sure you have good Malware and AV protection that is constantly kept 

up to date and your OS is patched to current levels. 

6. Ensure user permissions are set correctly. 

7. Close ports that aren’t needed and secure ones that are. 

None of these strategies are enough to mitigate the attack vectors of Spectre & Meltdown, but we 

still have a responsibility to do our due diligence in keeping our information safe to the extent we are 

able. The strategies outlined here are good security practices that can help mitigate other 

vulnerabilities and perhaps the damage that can be done by Spectre and Meltdown. Be on the 

lookout though, for firmware and other updates from your computer or motherboard manufacturer, 

which is where the real solutions will come from. 

As a side note, not having up to date AV installed on your computer will now make your Microsoft 

operating system ineligible for updates, this was because of conflict of patches for these 

vulnerabilities and Anti-Virus software that was violating data protection protocols, which also 

caused other instances of Blue Screens (Tung, 2018). As for cloud-based hosting, it seems that the 

vendors are scrambling to get patches and mitigations in place to secure the customers data from 

leakage. Details on patches aren’t just floating around on the internet, but one such disclosure as an 

example is Amazon Web Services Security Bulletin 2018-013 

(https://aws.amazon.com/security/security-bulletins/AWS-2018-013/). Check with your cloud vendor 

to make sure they are up to speed and take actions you can that are appropriate.  
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RECOMMENDED READING 

Google Project Zero 

https://googleprojectzero.blogspot.com/2018/01/reading-privileged-memory-with-side.html  

https://security.googleblog.com/2018/01/todays-cpu-vulnerability-what-you-need.html  

Intel’s resources on Side Channel Attacks 

https://www.intel.com/content/www/us/en/architecture-and-technology/facts-about-side-

channel-analysis-and-intel-products.html  

NIST Whitepaper on Side-Channel Attacks 

https://csrc.nist.gov/csrc/media/events/physical-security-testing-

workshop/documents/papers/physecpaper19.pdf  

Security Intelligence 

https://securityintelligence.com/cpu-vulnerability-can-allow-attackers-to-read-privileged-

kernel-memory-and-leak-data/   
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